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Abstract— The documentation of architecture and design 
decisions lies at the backbone of building a comprehensive 
architectural knowledge basis within a company. As a 
consequence, a plethora of supporting frameworks has been 
lately proposed by the research community. The existing 
frameworks focus on capturing the rationale that lies behind a 
certain decision, but less on sustaining the collaborative process 
that architects employ when making decisions. In this paper, we 
propose an innovative architectural decision making process that 
sustains the collaboration of architects, the timely notification of 
involved stakeholders, the inclusion of feedback cycles to improve 
the overall quality of the architecting process and a tag-based 
traceability system that leverages informal learning. The analysis 
of the current state of the practice in the industry has been 
conducted within various workshops and interviews with our 
industry cooperation partner – the software provider of one of 
the biggest insurance trusts worldwide. Based on these results, we 
have identified various improvement potentials that are still not 
addressed by existing research in the field.    (Abstract) 
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I. INTRODUCTION 
According to the generally accepted Lehman’s Laws of 

Increasing Complexity and Decreasing Quality, unless proper 
measures are taken, over time the complexity of a system 
increases and its quality tends to diminish [1]. To ensure a 
sustainable evolution of software systems and avoid increasing 
complexity and declining quality, important decisions need to 
be taken at an architectural level. The set of architectural-level 
decisions taken during a software system’s lifecycle represent 
the rationale of its architecture. As early as the 1990s it was 
already acknowledged that, along with elements and their 
form, rationale is a crucial facet of software architecture [2]. 
Rationale has since gained ever more importance, architecture 
being often described as the set of architectural decisions that 
were made through the lifecycle of a software product ([3], 
[4]). 

Although many approaches to document architectural 
decisions have been proposed, we have recognized based on 
interviews and workshops undergone with architects and 
process managers of Generali Deutschland Informatik 
Services (GDIS) (the IT provider of one the biggest insurance 
service groups worldwide) that important practice-relevant 
requirements are still not covered by the existing state of the 
art. We have identified four important improvement potentials 

that are not thoroughly addressed by the current state of the art 
and concretized them in a new, innovative concept.  

The remainder of this paper is organized as follows: in 
Section II we give an overview of the related work. Section III 
presents our research goals. Section IV summarizes the current 
state of the practice in the industry, as opposed to the state of 
the art in academia (covered in Section II) and highlights the 
identified improvement potentials. Section V presents our 
solution concept. Section VI concludes and gives an outlook 
of our work.   

II. RELATED WORK

Kruchten has emphasized the importance of documenting 
decisions, rationale being present in all the views of the well-
known “4+1 Model” [5]. Later on, he has developed an 
ontology of architectural decisions [6], being the first that 
described them as first class entities. In [6], a preliminary, yet 
still actual, analysis of the typology of architectural decisions, 
their attributes, and relations to one another and to other 
external artifacts is presented.  

The notion of rationale has been later refined in the well-
known ISO/IEC/IEEE 42010 [7] standard, to which we also 
adhere: “architecture rationale records explanation, 
justification or reasoning about architecture decisions that 
have been made”. The rationale for a decision can include the 
basis for a decision, alternatives and trade-offs considered, 
potential consequences of the decision and citations to sources 
of additional information” [7]. 

While Kruchten posed the question “what should be 
considered when documenting architecture decisions?” later 
research focused more on the “how” aspect. As remarked in 
[8], there are currently three well-established approaches for 
documenting decisions: decision templates, architectural 
annotations and decision models. Our concept focuses on a 
life-cycle process for architectural decisions that should be 
built on top of a well-defined decision model. In comparison 
to a template- or annotations-based approach, this may add 
increased overhead, however, the benefits outweigh the costs, 
as automation and sound tool support can pave the way to 
several advantages and to enforcement of quality attributes – 
at the architectural decisions level ([21]).  

A plethora of related approaches have been developed or 
are being developed by the scientific community in this 
direction. In [9] a “rationale-based architecture model” has 
been introduced. Central to this approach is the traceability of 
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the architecture rationale – embodied in decisions – to 
architecture elements such as requirements or software 
components.  Traceability plays also in [10] a central role: the 
decisions are documented using a template intertwined with 
elements extracted from a self-developed requirements model 
(traceability to requirements) and from ACME [11] 
component descriptions. Other approaches further focus on 
creating traceability links between decisions, the static 
architecture view (described using ADLs [12] or reconstructed 
from the source code [13]) and eventually the corresponding 
source code. However, we have observed that in practice 
traceability is often not considered and, when asked, architects 
always prefer very flexible solutions that do not assume 
complicated integrations of various heterogeneous repositories 
(code repositories, requirements repositories, etc.). As a 
consequence, in contrast to the above mentioned approaches, 
our solution offers a flexible tag-based mechanism that allows 
the easy definition of new traceability types whenever 
necessary. 

In [14], three inter-decision relationship types are 
proposed: “restricts”, “associate/implies”, and “refines”. 
However, an elaborate industry evaluation is missing. 
According to our industry case study, the architects could not 
always envision the usability of the inter-decision 
relationships and militated also here for an extension of the 
tag-based approach, which we have developed for the 
traceability feature. 

One of the most generic, yet comprehensive and complete, 
architectural decision models is defined in [8] and basically 
includes three sections: general information, alternatives and 
their argumentation and traceability to other artifacts and AD-
relationships. Our solution goes one step further by including 
more advanced collaboration and feedback features as well as 
tag-based traceability and inter-decision relationships. In [8] a 
decision process including an innovative decision refinement 
cycle (“approve/challenged”) is also proposed. However, this 
cycle does not include feedback from other stakeholders, nor 
does it document feedback explicitly. Furthermore, the authors 
do not specifically state whether this refinement is done 
collaboratively or in isolation, whether the architects are peers 
in a network or they answer to a higher authority. 

Tool-based approaches (e.g., [12], [15] and [16]) focus 
also on the pure documentation or reuse of decisions, offering 
minimal or no support for the collaboration of the involved 
architects. The ArchiTech tool described in [17] aims to offer 
more support for the architects, by giving them 
recommendations that best suit their quality requirements and 
constraints. The “facts” on which the recommendations are 
based need to be modeled by a domain engineer, this leading 
to a rather centralistic approach. By contrast, we plan to offer 
support by enhancing the collaboration of architects, offer 
hints based on past experience and include feedback cycles. 

Last but not least, to the best of our knowledge, the explicit 
notification of interested stakeholders regarding the decision’s 
change of status has not been mentioned in any research paper 
yet published. 

III. GOALS

Considering the problems stated in the first section and 
keeping into account that the current state of the art fails to 
address them, our main goal is to develop a concept that 
efficiently sustains the decision making process of software 
architects. To achieve this, we have pursued the following 
sub-goals: 

• G1: Analyze the existing decision making process
that architects are following in practice

• G2: Identify improvements of the previously
identified process

• G3: Develop an enhanced process that addresses the
previously identified improvements

IV. CURRENT STATE OF THE PRACTICE

The state of the practice described in this section is based 
on our experiences with GDIS. Being CMMI Level 3 certified, 
GDIS implements the “Decision Analysis and Resolution” 
[18] process area and documents the wide majority of 
decisions taken within various projects.  

We have recorded the state of the practice in three main 
steps: (1) an initial meeting with three GDIS employees to get 
an overview of the decision making process in the company, 
(2) a thorough analysis of the decision artifacts of two large-
scale projects (45000 and 9000 IT person days respectively), 
and (3) 12 follow-up discussions with further employees 
where the results of step 2 were presented and discussed upon 
– thus gaining new insights.

GDIS uses a template to document architectural decisions. 
The template includes many of the attributes proposed in the 
literature (e.g. [6], [8], [15], [19], [22], etc.), such as: title, 
problem description and motivation, complete list of identified 
alternatives, selected alternative, invoked stakeholders, 
derived requirements and related decisions. Unlike most of the 
state of the art (exception making very few, e.g., [20]), GDIS 
went one step further to prioritize the criteria considered for a 
given decision and then quantify the selected alternatives 
based on these. However, within the context of the same 
project, the quantification of identified criteria occurred 
differently:  using either numbers from 1 to 10, or “--“, “-
“,”0”,”+”,”++”, etc. Even more, the analyzed projects were 
using different project-specific locations (CVS repositories, 
Wiki pages, etc.) to store the decisions and often apply the 
template very differently or even change it. 

Traceability links to other artifacts are not documented, 
but architects considered that including these might be useful. 

Next, we have analyzed through elaborate discussions with 
managers and architects how the current decision making 
process occurs.  The main six steps that constitute it are: S1: A 
problem/issue at the architectural level is identified, and a 
decision needs to be made how to solve it. S2: The architects 
identify and discuss the various alternatives that could be 
considered. S3: The architects quantify all alternatives, 
using a set of relevant criteria. S4: The architects determine 
the best alternative based on the quantification performed in 
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the previous step. S5: The architects discuss the implications 
of the chosen alternative. S6: Only now, that is after the 
decision has been analyzed and made, one of the previously 
involved architects is designated to document it in the 
project’s template instantiation. When asked, the architects 
mentioned that they rarely analyze past decisions for their 
impact nor do they use decisions taken in other projects to 
learn from and accused the bad decisions retrievability as the 
main factor that leads to this. Feedback cycles are rarely 
present in the decision making process.  Furthermore, they 
mentioned that the lack of proper notification mechanisms 
leads to the fact that employees often oversee the outcome of 
some decisions that they might have been previously 
interested in. 

 At any time during the steps S2 to S5, if the issue proves 
itself to be beyond the expertise, knowledge or authority of the 
involved architects the decision can be escalated to other, 
higher-level, decision forums defined within the company.  

 Based on the performed analysis we have identified the 
following improvement potentials: (I1) The decisions should 
be documented in a central location based on a well-defined 
domain model imposed across all projects; the decision 
making process should be tool-supported and include various, 
optional feedback loops; (I2) Decisions should be easily 
retrievable; (I3) It should be possible to flexibly add 
traceability links to other artefacts; (I4) Notification 
mechanisms to communicate the outcome of decisions should 
be employed. 

V. PROPOSED APPROACH 
In our opinion, the collaborative process ([23]) that 

architects employ when making decisions should be sustained 
by proper tool-support based on a common data repository and 
used across projects. To achieve this, the decision making 
process should be first defined and described. We consider, 
that this is possible by defining and describing the lifecycle of 
a decision, which corresponds to the automaton shown in 
Figure 1. We have chosen an automaton over a flow-chart 
based model, in order to abstract away from the actors. This is 
because we deliberately wanted to create a process generic 
enough to be implemented as a workflow in companies with 
varying guidelines and policies (I1). 

The automaton contains six states that we have grouped 
according to the phases of the well-known Deming cycle in 
order to underline that continuous improvement should be one 
of the major goals of the decision making process. 

During the “initializing” state, the architect initiating the 
decision specifies the decision’s title and formulates its 
problem description. Once this is completed the available 
alternatives need to be identified, and so the decision moves in 
the “in progress” state. In this state, the initiating architect 
can involve other architects by notifying them and request 
their collaboration. The invited architects can then 
collaboratively work on the set of alternatives by deleting, 
editing or adding new ones. To avoid long waiting times, the 
refinement is time-framed, the time until which the refinement 
is possible being communicated to the architects during the 
notification. Once the time for collaborative refinement 

expires, the notified architects are no longer allowed to add 
new alternatives, unless a new collaborative refinement 
session is initiated and they are again invited to contribute. 
The reason for this is to encourage architects to propose their 
alternatives in due time and thus to encourage collaboration. 
After the decision has been collaboratively refined, it moves to 
the “in debate” state. In this state the involved architects can 
select the relevant criteria to be considered and they can 
initially quantify the alternatives according to them. Proactive 
feedback types, such as criteria estimation hints based on the 
past decision making history can be offered here in order to 
ease the quantification effort. Furthermore, if additional 
feedback from other architects is needed, or if the decision 
needs to be escalated, then it can be transferred for a given 
period of time in the “in review” state, during which the 
newly notified collaborators can make amendments, i.e., by 
adding or deleting criteria or modifying the scores of existing 
ones. If the reviewers consider that the proposed alternatives 
need changes, the decision can return in the “in progress” 
state. Otherwise, when the set time expires, the decision 
returns automatically in the “in debate” state, from where it 
can be subject to another review/escalation phase (i.e. returns 
in the “in review” state) or finally closed, ending in the 
“decided” state.  In this state, the decision, although made 
and thus immutable, can still be commented upon, by anyone 
who wishes to do so. These comments will not change, in any 
way, the decision’s final state, their sole purpose being to 
allow the retrospective knowledge sharing.  

Figure 1. Lifecycle of a decision 

Finally, while in the “in progress” or in the “in debate” 
state, the decision can be dropped, i.e., it is decided that the 
decision must not be further considered nor implemented 
anymore (e.g. because the upper management decided so). In 
this case, the decision ends in the “dropped” state where it is 
saved in its current form together with the reason why it was 
discarded.  

Regardless of its state, traceability links to other artifacts 
(such as risks, requirements, etc.) can be defined or the 
decision can be involved in relationships with other decisions. 
Also, at any time during the process, the architects can search 
for related decisions that could help them improve the current 
one, by discovering new alternatives, understanding past 
rationale, etc. To make decisions easily retrievable but also to 
easily add new traceability types and inter-decisions relations, 
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we propose the use of semantic tags, ordered by semantic tag 
types (I2, I3). The main advantage of our tag-based approach 
is that new types of traceability (risk traceability, software 
components traceability, etc.) and inter-decision relations 
types (implication, refinement, etc.) can be added very easily 
in the system, by simply defining new semantic tag types. 
These tags and tag-types can then be easily used to define 
complex search queries that can potentially improve the 
decisions retrievability to a great extent. Thus, complex 
queries of the type: “search all decisions of the PROJECT 
PRJ11 that affect the COMPONENT CRM and violate the 
COMPANY-GUIDELINE CG10” or “retrieve all the 
alternatives that expose the RISK of running over-budget” are 
now becoming possible. Note that words in capital letters are 
tag-types while words in italics are concrete tags. 

Last but not least, once the decision has been decided upon 
or dropped, notification mechanisms should be employed in 
order to communicate its outcome to interested stakeholders. 
At the decision level one should be able to specify what 
stakeholders or groups of stakeholders should be notified 
when a change occurs. Furthermore, stakeholders should be 
able to also subscribe themselves to various topics, using the 
same tag mechanism specified above (e.g.: “notify me when 
decisions in the context of PROJECT PRJ11 are made”). 
Again, note that words in capital letters are tag- or inter-
decision relationship types while words in italics are concrete 
tags (I4). 

VI. CONCLUSIONS AND FUTURE WORK

In this paper we propose a new concept that capitalizes on 
the current state of the and further focuses on enhancing the 
collaboration of involved architects and boosting informal 
learning by including feedback cycles and tag-based 
traceability and inter-decision relationships. Throughout our 
work, we have closely collaborated with our industry partner. 
We claim that this has conferred our concept a very 
pronounced “industry touch”. 

In our future work, we plan to evaluate our concept in the 
industry. Furthermore, we will analyze what metrics could be 
used to determine the quality of the decision making process. 
According to discussions with our industry partner, metrics in 
this field are highly desirable. 
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